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Summary
Modelling and analysis are important tools in the development of safety critical real-time systems. The
introduction of state-of-the-art analysis techniques in industry is however rather slow. One reason for this is
the pessimism in models and analysis, e.g., schedulability analysis for realistic systems are typically based on
simplifying assumptions which leads to pessimism that forces designers to make costly overdesigns,
dimensioning the system for worst-case situations that may never occur. At the same time, the over all system
requirement is to satisfy a reliability measure of, say, at most 10-9 faults per hour.

This project proposes a reliability analysis method that considers the effects of faults and timing parameter
distributions (including execution time distributions, jitter distributions, and sporadic task inter-arrival time
distributions) on schedulability analysis. The goal is to provide designers with well founded support that
allow them to make trade-offs between timing guarantees and reliability, i.e. by allowing occasional deadline
misses a less costly implementation may be used, while still satisfying the over all reliability requirement.
Furthermore, it is well-known in industry that a missed deadline in most cases will not lead to a failure. This
and other properties of executions will be considered. The work will have both theoretical and practical
impact, since it will evaluate a new approach for integrating reliability modelling and schedulability analysis,
and enable industry to use modern analysis techniques both to model components and systems in early design
phases and to validate these models by measurements on the developed components/system.

We apply for funding of one graduate student to develop a method for integrating schedulability analysis in
reliability modelling. The result will be a unified framework for holistic analysis of systems’ timing and
reliability behaviour.

1 Introduction
The parallel evolution of fault tolerance and real-time realms of research, though have been greatly successful
independently, still fail to bring the necessary synergy between the two fields which both are of extreme
importance in the design of safety-critical systems.  Their mutual dependencies and interactions need to be
analysed carefully for achieving predictable performance. In order to bridge the gap between these two areas,
several open issues need to be addressed in their totality, a typical one being the effect of faults on
schedulability analysis and its impact on the reliability estimation of the system.

The major stumbling block in having an integrated approach is the orthogonal nature of the two factors, viz.,
the stochastic nature of faults and the deterministic requirements on schedulability analysis. This calls for
development of more realistic fault models which capture the nuances of the environment, as well as methods
for easy integration of such models into the timing analysis, and finally, a unified and “formal” approach in
using these factors in obtaining refined estimates for the reliability of the system.

The main focus of the real-time research community is on hard real-time systems, i.e. in the worst case timing
behaviour. During the last decade real-time researchers have extended schedulability analysis to a mature
technique which for non-trivial systems can be used to determine whether a set of tasks executing on a single
CPU or in a distributed system will meet their deadlines or not [1][2][5][6]. The essence of the analysis is to
investigate if the deadlines are met in a worst case scenario. Whether this worst case actually will occur
during execution, or if it is likely to occur, is not normally considered (an exception being [3]).



Reliability modelling on the other hand involves study of fault models, characterisation of distribution
functions of faults and development of methods and tools for composing these distributions and models in
estimating an overall reliability figure for the system.

When performing schedulability analysis (or any other type of formal analysis) it is important to keep in mind
that the analysis is only valid under some specific model assumptions, typically under some assumed “normal
condition”, e.g., no hardware failures and a “friendly” environment. The “abnormal” situations are typically
catered for in the reliability analysis, where probabilities for failing hardware and environmental interferences
are combined into a system reliability measure. This separation of deterministic (0/1) schedulability analysis
and stochastic reliability analysis is a natural simplification of the total analysis, which unfortunately may
introduce quite some pessimism, by assuming that the “abnormal” is equivalent to failure. Especially for
transient errors/failures this may not at all be the case. Consider for instance occasional external interference
on a communication link. The interference will lead to transmission errors and subsequent retransmission of
messages. The effect will be increased message latencies that may lead to missed deadlines, especially if the
interference coincides with the worst case message transmission scenario considered when performing
schedulability analysis. In other scenarios, the interference will not increase the worst case message latency,
as illustrated Figure 1 (from [4]). The figure shows a system with 3 periodic messages M1, M2 and M3 with
descending priorities and with periods (equals to deadlines) of  5, 10 and 20, and worst-case transmission
times of 2, 1 and 1 respectively. Assuming an overhead, O=1 for error signalling and recovery (but not
including retransmission of the corrupted message), we have shown the effects of 3 different scenarios,
corresponding to an external interference hitting the system at different points in time. In the first case the
error caused by the interference results in a deadline miss for M2 and M3. In the second case, though a re-
transmission is necessitated, still the message set meets its deadlines, whereas in the third scenario, the error
has no effect at all since it falls in a period of bus inactivity.
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Figure 1: Dependency of Effects of Faults on Phasings

This simple example shows that there are situations (scenarios) when system requirements (e.g. deadlines) are
not violated by the “abnormal”. Hence, there is a potential for obtaining a more accurate and tight reliability
analysis by considering the likelihood of the “abnormal” actually causing a deadline violation, i.e., by
integrating schedulability and reliability analysis.

Considering the cost-consciousness of industry, the pessimism in the hard real-time analysis, and the low
probability of the considered worst-case actually occurring, it is additionally tempting to reduce the resources
requires by also trading the absolute timing guarantees under fault-free conditions for reduced reliability
(given that the resulting over all reliability is acceptable).

The underlying argument of this project, is that for any system (even the most safety critical one) the
behaviour can only be guaranteed up to some level, after which we must resort to reliability analysis and
corresponding requirements.



In a preliminary study [7] we have shown that a system which is not schedulable in the hard real-time sense,
may be proven to meet its deadlines with a sufficient high probability.

2 Main ideas
We propose to

1. Develop a framework for integrated modelling of the reliability and schedulability of components and
systems. This includes the development of a modelling language to describe industrial systems that are
based on fixed priority based real-time operating systems, which is the foremost used type of operating
systems in industrial applications today.

2. Develop a simulator based tool environment for performing the analysis of a system, where the
simulation results are based on statistical models. The simulator will be integrated with traditional
schedulability analysis tools to allow different kinds of analysis to be performed.

3. Develop a methodology for verifying that the assumptions made for a specific application holds. This
includes the development of a method for deriving execution time distributions and a method for
detecting and measuring the different attributes of the model during run-time.

3 Expected results
The results will be a set of methods and tools to analyse distributed real-time systems. We also expect to be
able to use the simulator in our undergraduate education to give the students a good feeling of how different
parameters affects the reliability of a system. We are convinced that these results will be of interest for
industry. The academic result will in the first phase be 2-4 publications and a licentiate thesis.

To verify our results we also plan to perform an extensive case study together with one of our industrial
partners.

4 Project plan
This project will be conducted by a Ph.D. student with 20% of department duties and supervised by Hans
Hansson and Christer Norström, which mainly will be funded by other sources. The project will span over a
period of ~30 months and include the following 5 phases:

1. Start of project. Formalise the problem and perform a survey of related work.

2. Development of the framework and a supporting prototype tool.

3. Evaluate the framework and the tool on real systems and compare the results of the simulations with
monitored values.

4. Develop a design methodology based on this modelling framework.

5. Write Licentiate thesis. Including state of the art, state of the practice, models and methods, and case
studies.

5 Preliminary budget
We are applying for support for one graduate student for two years.

6 Related research
As stated in the introduction, there are plenty of results on both reliability and hard real-time analysis, but
work on their combination is near to non-existing.

7 Relation to profile and industry
Our proposed research aims to solve current industrial problems. It will be carried out in close co-operation
with the industrial partners. The research will provide us with insights in concrete application specific real-
time engineering practices and broaden the scientific foundation for industry.



8 Context

8.1 Research group
The proposed research will be conducted at Mälardalen Real-Time Research Centre (MRTC) at the Computer
Engineering (CE) department at Mälardalen University in co-operation with our industrial partners. Currently
around 10 senior researchers and 20 graduate students are active in the area of real-time systems at MRTC. A
tradition of industrial collaboration has been developed over the years and is today a defacto way of working.
The CE department has about 400 full time student equivalents, is responsible for two the undergraduate
study programmes in Computer Science and Computer Engineering, and one MSc programme in real-time
systems.

8.2 Research and industrial co-operation
Industrial case-studies and feedback will be provided by our industrial partners.
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